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ABSTRACT
Digital spectrographic cross-correlation (SPCC), a technique described by Clark et a!.
(1987), simultaneously analyses frequency, amplitude and time components of a signal,
and returns a single peak correlation coefficient. The procedure is objective and uses all
the information in the spectrogram. As such, it is a candidate to replace and/or
supplement visual spectrogram comparison and multivariate analysis as the technique
of choice for comparing sounds. With the increasing availability of sound analysis
software with built-in cross-correlation routines, the procedure is becoming readily
available to biologists who may not have extensive knowledge of acoustics. This ease of
access increases the potential for misapplication of the technique or misinterpretation of
results. To assess the utility of SPCC and to highlight pitfalls that need to be avoided
in its implementation, we performed a series of tests designed to reveal the sensitivity
of the peak cross-correlation coefficient to a variety of parameters. In general, SPCC
provides a good measure of the similarity between simple, continuous signals. However,
there is no single best measure of similarity because of the complementarity of
frequency and time resolution. More complex signal structures, such as those with
overtones or complex vocalizations, will often returf\ misleading coefficients. In all cases,
pre-test preparation of signals is of critical importance.
Keywords: sound, digital analysis, spectrogram, cross-correlation, sensitivity test

INTRODUCTION

Sound spectrograms provide a visual representation of a sound's
frequency, amplitude and time characteristics. As such, they have been
used for efficient, yet subjective, classification and comparison of
animal, particularly bird, sounds for decades (e.g. Borror and Reese
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1953, Collias and Joos 1953, Borror 1965, Lemon 1965). Objective
comparisons between sound spectrograms have been made using
multivariate statistical techniques that focus on a subset of frequency,
amplitude and/or temporal characters (Sparling and Williams 1978,
Martindale 1980). While these techniques have been effective, they are
biased by parameter choice, with some information contained in a
spectrogram ignored and other parameters preferentially selected.
Digital spectrographic techniques (Oppenheimer 1978) are
becoming more commonly used and open new analysis opportunities
(e.g. Evans and Evans 1994). Clark et al. (1987) described an algorithm
with which digital spectrograms can be cross-correlated, a technique
that would allow objective evaluation of similarity between sounds,
preserving and utilizing all the information in a digital spectrogram.
An array of commercial sound analysis programs, many developed
specifically for bioacoustics, is now available, and many include
spectrographic cross-correlation (SPCC) routines (see review by
McGregor and Ranft 1994). Thus the technique is now accessible and
easy to implement, but it can also be misused if its limitations and
constraints are not understood. One aim of this paper, then, is to assist
those not well versed in sound analysis with the intricacies of
implementing digital SPCC.
Clark et al. (1987) and Nowicki and Nelson (1990) compared
SPCC with multivariate analysis of selected spectrographic parameters, and found that the two techniques produced generally similar
results. If indeed SPCC is (i) objective and (ii) preserves and utilizes all
the information in spectrograms, it is a candidate to augment and/or
replace multivariate analysis as the technique of choice :or comparing
sounds. There have been several recent publications using the
technique (Evans and Evans 1994, Gaunt et al. 1994, Lessells et al.
1995, Nelson et al. 1995). A second aim of th1s paper, then, is to
confirm the robustness of SPCC when confronted with problems
similar to those in the real world, before behaviorists begin tr rely
exclusively and/or unquestioningly on the technique. To this end, we
performed a series of tests designed to reveal the sensitivity of the
peak cross-correlation coefficient to differences in the duration,
frequency and amplitude of notes and to the presence of noise. We use
the term "note" in its bioacoustic sense to connote a signal of
continuous sound.
BACKGROUND
Spectrographic cross-correlation is similar to traditional time-series
cross-correlation, e.g., wave form correlation in which one wave is
moved incrementally across the other along the X (time) axis (e.g.
Diggle 1990). At each time increment, the covariance between the two
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wave forms is calculated. When covariances are divided by the
standard deviations of both variables (in this case the two wave forms),
a correlation coefficient is produced. The cross-correlation function is
simply the series of correlation coefficients produced as one wave form
is moved by increments past the other, expressed as a function of the
time offset of the two series. The behavior of a cross-correlation
function is most clearly illustrated in an autocorrelation function
(Figure lA), a special case in which a signal is cross-correlated with
itself. Note that the function is zero where the two series do not
overlap at all, and climbs steadily to a value of one where the two
identical signals are perfectly overlaid. The function oscillates as it
climbs from zero to one because of the phase relationship of the two.
Wave forms are two-dimensional, with time on the X-axis, and
amplitude on theY-axis. A spectrogram can be thought of as a matrix
with time on the X-axis, frequency on theY-axis, and amplitude on the
Z-axis. A third dimension is thereby added to the calculation of
covariance between the signals, the mathematical description of which
lS:
t=T2

t

=T d

f=F2
f

=F If

[X(f, t) * Y(f, t + T)df dt

R(T)=--------~--------------~T*~F

Equation 1

where R(T) = correlation function; X(f,t), Y(f,t) = normalized input
spectrograms (Beeman 1994). Behavior of a spectrographic autocorrelation function is shown in Figure lB. Note the similarity of this
function to the wave form autocorrelation (Figure lA), with the single
important difference that no negative values are seen. The difference
exists because the time wave form contains information on phase
which is absent in spectrograms.
It has been claimed that SPCC uses all the information in two
spectrograms to find an objective descriptor of their similarity (Clark
et al. 1987). This is literally true, but the complete descriptor of
similarity is the entire cross-correlation function. In practice, the
maximal value of the correlation function is used as a descriptor of
similarity, and the sliding of one signal past the other is tacitly
thought of as an optimization process for finding the peak correlation
coefficient.

METHODS GENERAL

Here, we present each test as an independent experiment. The
rationale behind each test is introduced, followed by methods, result
and discussion. We conclude with general comments on the
technology's application to the analysis of animal sounds.
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Figure 1. (A) wave form autocorrelation function, and (B) spectrogram
autocorrelation function of a 100 msec, 100 Hz tone. Tone was artificially
generated in SIGNAL™ at a sampling rate of 10 kHz; otherwise methods
used were as explained in Methods for test signals.
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Each test was designed to investigate the effect of variation in a
particular sound parameter on spectrographic cross-correlation. In
order to control the different parameters of a sound being tested, we
used artificially generated signals. In general, each test started with a
reference signal (note), which was duplicated, then varied in the
parameter of interest for each replicate. Thus, each test was a
comparison of notes identical but for a single parameter.
We used SIGNAL™ version 2.2, a sound manipulation,
generation and analysis program package for MS-DOS compatible
desktop computers, in this analysis. All tests were reanalyzed with a
test upgrade of SIGNAL (version 3.0) with no change in results.
SIGNAL was installed on a Gateway 2000 486DX/50 with 16MB RAM,
230 MB hard disk drive capacity. We synthesized sounds with a sine
function at a sampling rate of 20 kHz. We tapered the amplitude
envelopes of the synthesized sounds to minimize the spurious clicks
that appear at the beginning of spectrograms of untapered sine waves.
Even with our slow taper duration of 50 msec some spurious
frequencies are produced on spectrograms (Figure 2). The shape of our
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Figure 2. Spectrogram of the 1.0 sec signal at a FIT-length of 8192 points.
Although the actual duration of the signal is from 300 msec to 1300 msec, the
spectrogram shows energy from approximately 200 msec to 1400 msec. Even
with tapering, the spectrogram shows some spurious frequencies at the
beginning and end.

Downloaded by [University of Nebraska, Lincoln] at 11:16 29 August 2013

214

taper function was logistic.
Sound spectrograms of the synthesized time wave forms were
made, and all pair-wise spectrographic cross-correlations of the different signals in the data set were computed using a command file
(CORMAT_A) which automates this process for up to 64 signals. The
result is a triangular matrix of coefficients for all unique pair-wise
correlations, minus the auto-correlations. Thus, a five note comparison
test will result in 10 unique comparisons between pairs of notes.
CORMAT_A performs SPCC between user-designated frequency
limits, which were set at 1 kHz and 8 kHz, unless otherwise stated.
The number of FFTs per spectrogram, which affects the time
granularity of the generated spectrogram, was set at the default of 100.
This is a lower value than should be used with natural sounds, but is
sufficient for the very simple sounds compared in the tests that follow.
The number of FFTs (the dimensionless parameter XFTSTP in
SIGNAL) is not to be confused with the length of each FFT, which
influences resolution of the spectrogram. All spectrograms were
generated with a Hanning window.
Because much of what follows depends on the concepts of
frequency and temporal resolution, we briefly explain these concepts
here. Digitization of sound is accomplished by regular and frequent
sampling of the amplitude (in volts) of an electronic signal, which is
itself an analog of a sound pressure wave. The digital wave form is
therefore merely a vector of voltage values, which typically oscillate
around a mean of zero with different frequencies and amplitudes. We
synthesized sounds numerically by filling a time buffer in SIGNAL
with voltage values generated with a sine function. Our sampling rate
of 20 kHz means that each synthesized sound had 20,000 data "points"
per second. The time-dependent frequencies of such a numerical wave
form can be calculated using the Fast Fourier Transform (FFT)
algorithm. Each FFT is performed on a segment of the wave form
which is constrained to contain a number of points equal to some power
of two. The result of a single FFT is a power spectrum, which is
typically plotted as amplitude vs. frequency for the time segment
covered by the FFT. In a digital spectrogram, a series of overlapping
FFTs is plotted as frequency vs. time, with the amplitudes from the
individual power spectra represented by the intensity of the trace on
the frequency-time axes. Frequency resolution of a spectrogram is
improved by lengthening the FFT, i.e. by including more points in the
calculation. But this improvement is at the cost of time resolution,
which becomes poorer as FFT-length increases. Frequency and time
resolution therefore are governed by an "uncertainty principle"
(Beecher 1988). This fact is of the utmost importance for SPCC, as we
will show.
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SENSITIVITY TESTS

Test 1. Variation in note duration
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Rationale
Comparable notes from different individuals are often similar in frequency and shape, but differ in duration. A subjective evaluation might
conclude that the two notes are essentially the same, if their temporal
difference is not extreme. We varied the duration of notes of identical
shape and frequency to see the effect of temporal variation on the
resulting SPCC. Changing the number of points, or FFT-length
(XFTLEN in SIGNAL), used to generate a spectrogram will affect the
time resolution of the spectrogram, and thus the capacity to resolve
differences in duration, or the presence of gaps between successive
notes. To study this effect, we repeated the test at different FFTlengths.

Methods
We generated five 4kHz notes with the following time durations: a) 1.0
sec, b) 750 msec, c) 500 msec, d) 250 msec, e) 100 msec. We appended
300 msec of silence (zeroes) to the beginning and end of each note to
accommodate extensions of the spectrogram at high FFT-lengths. We
then produced spectrograms and computed pairwise cross-correlation
functions for all pairs of notes at FFT-lengths from 32-8192 points.
Adding zeroes to the beginning and ends of signals is necessary
to reveal the full extent of the spectrogram that can be generated at
each FFT-length. For example, at a FFT-length of 8192 points, the time
duration of each transform step is 409.6 msec at a sampling rate of 20
kHz (given by the formula: FFT-lengthlsampling rate). If there is
energy present within the duration of the first transform, the
spectrogram shows energy at the middle of this time window (i.e. at
204.8 msec; see Figure 2). Thus, if we had not appended zeroes to our
signals, we would have clipped 204.8 msec from the beginning and end
of the spectrogram at a transform size of 8192 points. Our zero-padding
duration of 300 msec was chosen to exceed the minimum required for
all FFT-lengths used in our tests.

Results
Table 1 and Figure 3 present the results of the test, the significant
features of which are as follows: (i) For notes differing only in duration,
the absolute difference between the notes is less important for their
correlation value than the ratio of their lengths (NLR = note length
ratio, obtained by dividing the duration of the shorter note by the
duration of the longer note). This is illustrated in Table l, which shows
that the 0.75 sec note and the 1.0 sec (NLR = 0.75) note are more
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Peak spectrogram cross-correlation (XC) values at different FFT-lengths for all pair-wise comparisons
of notes possessing different durations used in Test 1. Note length ratio (NLR) is the duration of the
smaller note divided by the duration of the longer note.

TABLE 1
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similar than are the 0.1 sec and 0.25 sec (NLR = 0.4) notes, even
though the former pair's absolute difference is greater (0.25 sec vs. 0.15
sec). (ii) At all FFT-lengths, with decreasing NLR values, the
correlation value also decreases as expected. (iii) The coefficient also
increases as FFT-length increases with NLR held constant, yielding
the undesirable result that a lower NLR may yield a higher coefficient
if the SPCC is performed at a sufficiently high FFT-length (Figure 3).
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Discussion
NLR is more important than the absolute difference in duration
between the notes being compared. Therefore, comparisons between
similar notes of longer duration will be less affected by small
differences in absolute duration than will comparisons between short
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Figure 3. Correlation coefficients obtained at different FIT-lengths for NLR's
equal to, from top to bottom of the graph, 0.75 b-a (dots), 0.5 c-a (circles), 0.4
e-d (upright triangles), 0.33 d-b (reversed triangles), 0.2 e-c (squares) and 0.1
e-a (diamonds).
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notes with the same difference in absolute duration. Also, small
differences between notes can be masked by larger similarities
between the notes being compared. Figure 4 presents an example. Note
A is the 1 sec sound from the above test while sound sample B is at the
same frequency and has the same total duration (1 sec) as A. However,
because of the gaps between the successive notes in B, the duration
over which energy is present is 750 msec. Thus, the comparison is
equivalent to when NLR is 0.75 in the above test. This is reflected in
the. similarity of the correlation values (signal with gaps, 0.81 at a
FFT-length of 512 points; continuous signal, 0.87 for NLR = 0.75 at the
same FFT-length). However, this equivalence must be interpreted with
care. Quantitative similarity clearly does not need to reflect qualitative
similarity, as signal B is clearly different from a 750 msec continuous
signal.
Figure 3 shows that the coefficient not only increases with FFTlength, it does so at different rates for different NLRs. This appears,
however, to be a function of the duration of the notes, rather than NLR
per se. The poorest behaved NLR was 0.4, which in our sample was
generated with the two shortest notes in the sample.
This phenomenon may perhaps be explained as follows: zeroes
have to be appended to the beginning and end of signals to avoid
truncating the spectrogram (as described in the methods); also, the
automated correlation procedure (CORMAT_A) equalizes the duration
of signals by appending zeroes before calculating spectrograms. As a
consequence, all transform windows encounter zeroes together with
the actual signal when the transform size is greater than the duration
of the signal. Since the Fourier transform is a process that averages
the energy within a transform window, the spectrogram of any signal
with leading and trailing zeroes is expanded by '12 the window length
at each end. The bias introduced by this phenomenon is relatively
greater the shorter the note. This is the reason that coefficients
increase with FFT-length. This effect is accentuated if both signals
being compared are short, as with the 0.1 sec and 0.25 sec signals used
for NLR = 0.4.
Based on the above results, a user may be tempted to use the
lowest FFT-length available to compare signals. The flaw with this
approach will be revealed in Test 2, below. For now, let it suffice to say
that the user should not choose an FFT-length with a transform size
greater than the duration of the shortest signal being compared.

Test 2. Frequency sensitivity

Rationale
Ideally, if two signals have no frequencies in common over the same
time duration, the value of the cross-correlation should be zero.
However, digital processing and the discrete Fourier transform does
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Figure 4. Spectrograms at a FFT-length of 512 points. (A) The 1.0 sec signal
of Test 1. (B) Signal with total duration of 1.0 sec, but possessing two 125
msec gaps between successive notes.
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not permit the attainment of this ideal under normal circumstances. At
the highest possible FFT-length, where frequency resolution is the
finest, certain frequency differences will always remain unresolved.
The process of obtaining a Fourier transform involves computation of
discrete, overlapping band-pass filters centered at regular incrementing frequencies (Chari£ et al. 1993, Appendix B). The energy at any
particular frequency in the signal may be detected by several adjacent
filters at the same time, resulting in a smearing of the energy of this
single frequency over a range of frequencies. Smearing of frequencies
is also caused by the fact that these filters are not perfect band-pass
filters, and have sidelobes at lower and higher frequencies.
As shown in Test 1, high FFT-lengths can result in misleading
correlation values when the time resolution exceeds the length of the
smaller signal. On the other hand, if the FFT-length is too small, crosscorrelations of signals with no frequency overlap might report large
values, indicating the presence of some common frequencies. To
investigate this effect, we cross-correlated identical notes with nonidentical overtones while varying the frequency resolution (FFTlength). This approach has the advantage that we can estimate the
expected correlation coefficient as the ratio of overtones held in
common between the two signals being compared. It does not imply
that SPCC should be used for comparison of notes with complex
overtone structure, which is highly problematic.

Methods
We generated four notes (a-d) having equal durations of 500 msec.
Each note had three components at different frequencies, with equal
energy at each frequency. Thus the total energy contained in each note
was the same. The frequencies (in Hz) contained in each note were as
follows: (a) 2200, 2400, 2600; (b) 2000, 2125, 2250; (c) 2000, 2250, 2500;
(d) 2000, 2500, 3000. Each note also had 300 msec of zeroes at the
beginning and end, and was tapered. Using CORMAT_A, we then
computed pairwise cross-correlations between the notes at different
FFT -lengths.

Results
The results are shown in Table 2 wherein the "minimum frequency
resolution required" refers to the smaller of: (i) the frequency
difference between successive frequency components within a note,
(ii) .the smallest frequency difference that has to be resolved between
the notes being cross-correlated. The frequency resolution corresponding to the different FFT-lengths is computed using the formula:
Sampling rate/FFT-length. The expected cross-correlation value refers
to the ratio of overtones held in common between the two signals being
compared.
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In this test, the correlation value decreases with increasing FFTlength until the expected cross-correlation value is achieved. The
observed cross-correlation equals the expected cross-correlation value
at a FFT-length one step higher than would have been predicted from
the frequency resolution available. For example, when notes A and B
are cross-correlated, the correlation value at 512 points should have
been zero because the frequency resolution available (40 Hz) is finer
than the required resolution (50 Hz). However, the expected crosscorrelation value is only achieved at the higher FFT-length of 1024
points.

Discussion
This simulation clearly shows how the choice of an inappropriate
FFT-length can result in misleading correlation values. A crosscorrelation value reported without stating the sampling rate and FFTlength at which the cross-correlation was done is thus meaningless.
Our observation that the expected cross-correlation value is only
achieved at a FFT-length one step higher than would be predicted from
the available frequency resolution is a result of the smearing of
frequencies, as discussed in the introduction to Test 2. At higher FFTlengths smearing still occurs, but its effects are reduced because the
smaller bandwidth of each filter results in a lower total frequency
spread. This result should, however, not lead the user to select
the finest frequency resolution available (highest FFT-length) because
of the deleterious effects of reduced time resolution, as discussed in
Test 1.
Our use of notes with overtone structure in this test was simply
an experimental procedure to allow the prediction of the SPCC
coefficient. The main point of this test is that the coefficient produced
by cross-correlation of two pure tones at different frequencies often will
not be zero, and that deviation from zero will be related to FFT-length.

Test 3. Non-periodic frequency modulated (FM) signals

Rationale
Beecher (1988) showed the existence of an optimal bandwidth setting
for the be"st simultaneous resolution of time and frequency of nonperiodic FM signals such as linear frequency sweeps. The optimal
bandwidth was found to vary with the slope (Hz/sec) of the frequency
sweep, and was equal to the square root of this slope. Since the best
resolution of instantaneous frequency occurs at the optimal bandwidth
setting, it seems reasonable to expect the most "accurate" SPCC value
to correspond to the same bandwidth setting. Here, we attempt to test
this prediction.
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Methods
We generated four frequency sweeps (Table 3, Figure 5), each
possessing a different slope (w), using the DRAW command of
SIGNAL. Each signal was cross-correlated with its time reversed form
such that the signals being compared had exactly the same durations
and spectra, but differed in their instantaneous frequencies at all
points in time except at the centers, where the two frequency ramps
intersected each other. Signals 1, 2, and 3 had 150 msec of zeroes at
their beginning and end. Signal 4 had 30 msec of zeroes at the
beginning and end. All the signals were cross-correlated over a range
of different FFT-lengths. Signal 4 was not subject to cross-correlation
at FFT-lengths of 2048 points and 4096 points because of its short time
duration. SPCC bandwidth was set at between 0-8 kHz.

Results
Since the frequency ramps differ in frequency at almost all points in
time, an "accurate" SPCC should reflect this difference by reporting
low correlation values. Our results (Table 3) show that for the four
different signals the low correlation values occur at different FFTlengths (frequency-resolution or bandwidth), and they do seem to be a
function of the slope (w) of the signals. The shaded values in Table 3
represent correlation values at the optimal bandwidths predicted by
Beecher's (1988) results.

Discussion
The range of correlation values generated by our simulation again
stresses the importance of choosing the appropriate FFT-length prior
to performing an SPCC. Taking the low correlation values to be the
"correct" values, our test shows that for signals possessing a particular
slope (w) only a small range of FFT-lengths are suitable. Outside this
optimal range, higher correlation coefficients occur at both higher and
lower FFT-lengths, because of the effects of either low time resolution
or low frequency resolution. The range of suitable FFT-lengths varies
with the slope of the signal, and it seems that the optimal bandwidth
predicted by Beecher's results can serve as an index to choosing the
appropriate FFT-length, since they are small in magnitude and thus
"correct" by our argument. It is also worthwhile noting that a few
values to the right of the shaded values in Table 3 appear "correct" and
may be preferred if the signal contains a range of different frequency
modulation rates.
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Signals with different slopes (w) used in Test 3 and the values obtained when the signals are cross-correlated (XC) against their
time-reversed forms at different FFT-lengths. B refers to the optimal bandwidth for the resolution of instantaneous frequencies (fq.),
and the shaded cells refer to the peak correlation values at these optimal bandwidths.

TABLE 3
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Figure 5. Spectrograms at a FFT-length of 256 points. (A) Signal 4, i.e. the
50 msec frequency sweep from 2000 Hz to 7700 Hz. (B) Signal 4 reversed in
time.
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Test 4. Effect of differences in amplitude
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Rationale
When field recording natural sounds, two subjects are rarely recorded
at the same distance from the microphone, and this can cause variation
in the signal strength of the recorded sound. While at times the
biologist may be interested in absolute amplitude, as with some anuran
mating calls (Gerhardt 1975), often absolute signal strength is not
relevant to the question at hand. However, the relative amplitude of
the different frequencies composing the sound will also change with
distance. Factors causing this frequency-dependent attenuation have
been comprehensively reviewed in Wiley and Richards (1982), and
include atmospheric absorption, scattering and boundary interference.
Notes with overtones are also common in nature. The same individual
may deliver notes that are identical in frequency and duration, but
differ in the relative amplitude of the overtones. Thus, it seems likely
that the biologist may often need to compare notes with identical
durations and frequencies, but different spectra. The motivation
behind this simulation was to study the effect of such signals on the
SPCC value.

Methods
We generated seven notes with time durations of 500 msec, and
possessing two pure toned components with energy at 2 kHz and 4 kHz
(Table 4A). To the beginning and end of each note we appended 30
msec of zeroes. Each note was a unique combination of relative and
absolute amplitudes, such that notes with the same relative amplitude
had different absolute amplitudes. The relative amplitude of each note
was computed by dividing the amplitude of the 2 kHz component by
the 4 kHz component. We then pairwise cross-correlated the notes at
a FFT-length of 512 points.

Results
It is observed that the cross-correlation value decreases with
increasing difference in the relative amplitudes of the notes being
compared (Table 4B). To quantify the difference in the relative
amplitudes of the two notes being compared in each pairwise SPCC, we
divided the relative amplitudes of the notes being compared, with the
lower relative amplitude always being the numerator in the division.
It is observed that, irrespective of the absolute amplitude of the notes
being compared, notes with the same relative amplitude (ratio of
relative amplitudes = 1), always give the same correlation value of 1.0.
Also, in most instances, the correlation values for pairs of notes having
the same ratio of relative amplitudes, are equal.
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TABLE 4
Effect of differences in amplitude between notes (Test 4).
(A) The relative amplitude of the different notes is obtained
by dividing the amplitude of the 2 kHz component of the
noted by the amplitude of its 4 kHz component.
(B) Peak cross correlation (XC) values for all pair-wise
comparisons of Test 4 notes.
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A.
Notes
a
b
c
d
e
f
g

Amplitude
2kHz M

Amplitude
4kHz M

Relative
Amplitude

1.0
1.0
1.0
0.50
0.25
0.50
0.25

1.0
0.50
0.25
1.0
1.0
0.50
0.25

1.0
2.0
4.0
0.50
0.25
1.0
1.0

B.
Ratio
relative
amplitudes
1
0.5
0.5
0.25
0.25
0.125
0.0625

Notes
used in XC

XC
value

alf, alg, fig
blc, die
alb, blf, big
ald, dlf, dig
ale, elf, clg
ale, elf, elg
bid
ble, cld
cle

1.0
0.98
0.95
0.85
0.79
0.64
0.46

Discussion
Our test shows that SPCC does control for absolute amplitude
differences between the signals being compared, as expected from
Equation 1. Thus, differences in recording levels between signals can
be controlled for, as long as other factors such as distance from the
source of sound are held constant. For signals with only one frequency
(e.g. a whistle), amplitude differences between signals because of
different recording distances or different source amplitudes can also be
controlled. However, for complex signals possessing a range of
overtones, the situation changes, since both the absolute amplitude of
the signal and the relative amplitudes of the different frequencies
comprising the signal (the spectrum) change with distance. The SPCC
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of two signals possessing different spectra will always be less than 1.0.
In doing this simulation we observed that for a few instances,
cross-correlating notes with the same ratio of relative amplitudes gave
different correlation values. For a ratio of 0.5, we observed correlation
values of 0.98 and 0.95, and a difference in correlation values was also
observed for a ratio of 0.25. At present, the reasons for these
differences are unknown to us, and are worthy of further investigation.
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Test 5. The effect of background noise

Rationale
Most often field recordings contain unavoidable noise. When the background noise overlaps the signal of interest in frequency and time,
post-recording filters cannot remove the noise prior to a SPCC. While
the use of clean signals is desirable, it is not always possible to restrict
analyses to them because of overlap in signal and noise frequencies. To
investigate the effect of increasing levels of background noise on
spectrographic correlation, we mixed various levels of broad-band noise
with a clean reference signal. We then compared the noisy signals with
the clean reference signal, simulating the effect of broad-band background noise on correlations of similar signals. Background noise will
create cells of energy in the spectrographic matrix outside the signal
of interest. These cells will enter the correlation calculation, and as
their amplitude increases, we can predict that correlations with a clean
signal should decrease, since the influence of the imbedded signal of
interest will decrease relative to the magnitude of the extraneous cells.
The purpose of this simulation was to obtain, in quantitative terms, the
magnitude of this effect.

Methods
We used a voltage ramp function to generate the reference signal, a
100 msec frequency sweep from 500-7500 Hz possessing a peak
amplitude of 1.0 V. Fifty milliseconds of zeroes were appended to the
beginning and end of the signal. We created a file of broad-band (0-8
kHz) white noise with a maximum amplitude of 1.0 V and a time
duration of 140 msec. Thirty milliseconds of zeroes were appended to
the beginning and end of the noise. The Root Mean Square (RMS)
amplitude values for both the reference signal and the noise were
measured to obtain the Signal to Noise Ratio (SNR).
We then generated four copies of the file containing the broadband noise, and changed the absolute energy in each. We mixed the
clean reference signal with each of these files of noise to give us five
files of noisy signal with SNR
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of: 3.178, 1.818, 1.257, 1.072, 1.018. Figure 6 shows a noisy signal with
a SNR of 1.818. We obtained the SPCC of the reference signal against
each of the noisy signals at a FFT-length of 64 points. The frequency
resolution at this FFT-length (312.5 Hz) is closest to the optimal
bandwidth {Jslope
J70,000
264.6 Hz) for the simultaneous
resolution of time and frequency (e.g. Test 3). The bandwidth selected
for this simulation was 0-8 kHz, so as to encompass the total noise
bandwidth.
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Results and Discussion
As predicted, with an increase in the. magnitude of the background
noise, the correlation between the reference and noisy signals
decreased (Table 5). Cross-correlating noisy signals is not
recommended because both the presence of noise and real differences
in time and frequency between signals result in lowered crosscorrelation values.

Figure 6. Spectrogram at a FFT-length of 64 points of the signal imbedded in
noise, with the signal to noise ratio at 1.818.
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TABLE 5
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Peak cross-correlation
(XC) values at different
signal to noise ratios for
the note in Test 5.

XC

Signal:Noise
Ratio

Value

3.178
1.818
1.257
1.071
1.018

0.98
0.91
0.73
0.47
0.28

GENERAL DISCUSSION

Wave form cross-correlation analysis is a time-tested technique in time
series analysis (e.g. Diggle 1990). Spectrographic cross-correlation
(SPCC) analysis is a relatively new derivative that is becoming widely
available in commercial sound analysis packages. SPCC offers a level
of quantification not previously available to researchers concerned
with comparing spectrograms. So far, the main use of the technique
has been to generate single similarity measures that are then used as
raw data in inferential statistical tests such as analysis of variance
(Fotheringham and Ratcliffe 1995) and cluster analysis (Gaunt et al.
1994) as well as non-parametric significance tests for the Mantel
procedure (Mantel 1967, Schnell et al. 1985, Manley 1991, Gaunt et al.
1994). Because of this pattern of usage, we have focused on the peak
correlation coefficient, but it should be remembered that the entire
correlation function may contain information relevant to the comparisons undertaken.
We find that digital SPCC needs to be implemented with care.
Specifically, the trade-off between time and frequency resolution must
always be taken into account when choosing an FFT-length for calculating the spectrogram. Tests 1-3 extend what one expects on the
basis of theory by showing that optimal FFT-length is dependent upon
the durations of the notes being compared, the differences in
frequencies being compared and the slopes of FM sweeps. Our tests
varied only one of these parameters at a time .. In real-life situations all
are likely to vary. It is impractical to determine, on first principles, the
optimal FFT-length in such situations. It is therefore imperative to
report FFT-lengths used in cross-correlation analyses (different
programs may employ different terms, i.e. in CANARY FFT-length is
interpreted differently).
To enhance the power of SPCC, careful preparation of signals is
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necessary. As shown repeatedly by our tests, correlation coefficients
are affected only by the black spaces on the spectrogram. Thus noise
should be removed by filtering prior to analysis and limiting the
CORMAT_A range to the frequencies of interest.
It is particularly important to apply cross-correlation methodology to the appropriate scale of resolution. Vocalizations of animals,
particularly birds, are often composed of multiple notes, and these may
be organized into phrases that comprise more complex "songs" or
"calls." It is probably rare that SPCC could be used above the note
level, due to problems introduced by small variations in the time
domain between notes and phrases within a vocalization: Individual
notes are the most appropriate unit for SPCC. When testing a
hypothesis, one might analyze all notes in a song on a note by note
basis, or choose a subset of note types. For example, in their analysis
of song sharing in two hummingbird species, Colibri coruscans and C.
thalassinus, Gaunt et al. (1994) used SPCC to compare notes over a
wide geographic range. One species, C. thalassinus, delivered songs
composed of repeated phrases, and in that analysis only the first note
of the phrase was employed. This note, used as an index of song types,
was similar in structure across individuals, but showed sufficient
variation to provide a test of the relevant hypothesis.
Further, complex notes, rich in overtones, will usually not be
appropriate for SPCC analysis, especially if the amplitude structure of
overtones varies between signals being compared. A recent review
(Wilkinson 1994) of the program CANARY, which uses the same
algorithm for SPCC as SIGNAL, illustrates a note for cross-correlation
that has overtones. This could lead the inexperienced to assume that
SPCC analysis is appropriate for any note. In this regard, it bears
repeating that our use, in Test 2, of notes with simple overtone
structure does not contradict this advice. That use was simply a gambit
to allow calculation of an expected coefficient, in order to assess the
effect of frequency-smearing at high FFT-length on the coefficient.
Like complex songs, complex notes may be reduced to an
appropriate unit, such as the fundamental or dominant frequency, for
SPCC. Band-pass filtering may allow such isolation when overtones do
not overlap in frequency over the time course of the note. When simple
filtering is not possible, a spectral contour function, which returns the
time-varying dominant frequency of a signal, might be used. However,
our experience with using spectral contour for the complex "dee" note
of the Carolina chickadee Parus carolinensus has not been satisfactory.
The "dee" note has a stack of 4-9 overtones and the bird can vary the
distribution of energy in the different overtones as the call progresses
such that the dominant frequency shifts between overtones. This
causes the contour to jump among overtone(s), and the variation is not
consistent between notes of an individual or between different
individuals. Another alternative is to use the digital equivalent of
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tracing from a spectrogram; if a DRAW function is implemented in the
sound analysis package, the user may drag the cursor over an element
on a spectrogram (such as an overtone) and extract it. The subjectivity
of this procedure makes it an unsatisfying alternative.
We find another limitation of SPCC is that it does not take into
account what Beeman (1994) termed "conceptual" similarities and .
differences between sounds. The "special quality" so valued by
morphologists (Remane 1961 in Brooks and McLennan 1991) may
remain undetected, an example of which might be the case in Figure
4 where small, but possibly significant, differences in structure are
masked by large overall similarities. This paper focuses on the simplest
possible tasks for which one might use SPCC, comparison of sounds
that differ in only one variable. To ensure that other factors did not
influence these comparisons, we found it prudent to use synthesized
sounds. Even under these simple circumstances, SPCC produced a
wide range of peak coefficients, which if substituted for one another
would probably change the results of higher level analysis (e.g. cluster
analysis). Although these difficulties do not imply that bioacousticians
should return to measuring spectrograms with rulers, they do suggest
that SPCC requires further testing before it is used routinely.
Researchers with digital SPCC capabilities could contribute to this
testing by undertaking one of the following: (i) exploring the results of
SPCC when synthesized sounds are varied simultaneously in both
frequency and duration (combination of Tests 1 and 2 above),
(ii) performing tests such as· ours on "real-world" sounds with altered
frequency and duration, (iii) using wave-form cross correlation to
perform tests such as ours, (iv) substituting spectral contour crosscorrelation for spectrographic cross-correlation in a series of tests,
(iv) exploring the consequences for cluster analyses of varying the
FFT-lengths used to generate spectrograms that are compared with
SPCC.
These suggestions make it clear that ours is only the beginning
of an exploration of the capabilities of SPCC. SPCC, or one of its
offshoots, has the potential to become the industry standard for sound
comparison, but, in our view, it is not yet ready for that responsibility.
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